DSC 433/533 – Homework 7
Reading
“Data Mining Techniques” by Berry and Linoff (2nd edition): chapter 8 (pages 257-286).

Exercises
Hand in answers to the following questions at the beginning of the first class of week 8.  The questions are based on the Charles Book Club Case (see separate document on the handouts page of the course website) and the Excel dataset Charles.xls (available on the data page of the course website).
1. In homework 1 you made a Standard Partition of the data into Training, Validation, and Test samples with 1800/1400/800 observations in each sample.  Find this file and open it in Excel (alternatively open Charles.xls and re-do the partition: select all variables to be in the partition, use a random seed of 79963, and specify percentages of 45%, 35%, and 20% respectively for each sample).    Do a k-Nearest Neighbors analysis with k=1, using variables M, R, F, FirstPurch, and Related Purchase to classify whether a customer will purchase “The Art History of Florence” or not.

· Select XLMiner > Classification > k-Nearest Neighbors.

· Move M, R, F, FirstPurch, and Related Purchase to the “Input variables” box and Florence to the “Output variable” box.

· Hit “Next.”

· Check “Normalize input data” and make sure “Number of nearest neighbors (k)” is 1 and “Scoring option” is selected to be “Score on specified value of k as above.”

· Select “Summary report” for “Score training data.”

· Select “Detailed scoring,” “Summary report,” and “Lift charts” for “Score validation data.”

· De-select “Summary report” for “Score test data.”

The estimated probability of purchase for each customer is based on the proportion of nearest neighbors who made the purchase.  You can find these estimated probabilities on the “KNNC_ValidScore1” worksheet in the column headed “Prob. for 1 (success)” next to the column headed “Actual Class” which shows whether the customer made a purchase or not.

· Select and copy these two columns (from E7 to F1407), and paste them into the M and N columns.

· Select Data > Sort to sort the M and N columns in descending order using “Prob. for 1 (success)” in column N to sort on.

To turn in: You should discover that 117 customers in the validation sample have an estimated purchase probability of 1, and 8 customers have probability 0.5.  Of these 117 + 8 = 125 customers, how many actually made a purchase?
2. Construct a Lift Chart for purchases for the Validation sample.  Use the following table typed into Excel (or just copy and paste it):

	Cumulative offers sent
	0
	117
	125
	1400

	k-NN analysis with k=1
	0
	14
	14
	122

	Simple random sample
	0
	10.2
	10.9
	122


The six non-zero numbers in the table represent the cumulative number of purchases when offers are sent to 117/125/1400 customers.  The first row consists of results for the k-NN analysis with k=1 above, while the second row consists of expected results when sending out offers at random.  For example, we would expect (122/1400)*117 = 10.2 purchases if sending out 117 offers at random.

Then highlight the whole table, start the “Chart Wizard” by clicking on the chart icon ([image: image1.png]


), select “XY (Scatter)” for the Chart type, and select “Scatter with data points connected by lines” for the Chart sub-type.  To turn in: Label the resulting chart by selecting “Chart > Chart Options,” and labeling the X-axis “offers sent,” labeling the Y-axis “purchases,” and titling the chart “Lift Chart for Purchases.”
3. Construct a Lift Chart for profit for the Validation sample.  Assume that it costs $0.50 to send an offer to a customer, and that Charles Book Club receives $6.00 for each copy of “The Art History of Florence” purchased.  Use the following table typed into Excel (or just copy and paste it):

	Cumulative offers sent
	0
	117
	125
	1400

	k-NN analysis with k=1
	0
	25.5
	21.5
	32

	Simple random sample
	0
	2.7
	2.9
	32


The six non-zero numbers in the table represent the total profit (in $) when offers are sent to 117/125/1400 customers.  The first row consists of results for the k-NN analysis with k=1 above, while the second row consists of expected results when sending out offers at random.  For example, we would expect profit of 14*6 – 117*0.5 = $25.5 if we only send out offers to the first 117 customers in the k-NN analysis with k=1.  Similarly, we would expect profit of (122/1400)*117*6 – 117*0.5 = $2.7 if sending out 117 offers at random.  If we send out offers to all 1400 customers we would expect our profit to be 122*6 – 1400*0.5 = $32.

Then highlight the whole table, start the “Chart Wizard” by clicking on the chart icon, select “XY (Scatter)” for the Chart type, and select “Scatter with data points connected by lines” for the Chart sub-type.
To turn in: Label the resulting chart by selecting “Chart > Chart Options,” and labeling the X-axis “offers sent,” labeling the Y-axis “profit,” and titling the chart “Lift Chart for Profit.”  Is there any financial benefit from using this k-NN analysis to select a subset of the full sample to mail?
4. Do a k-Nearest Neighbors analysis with k=7, using the same 5 variables and instructions from part 1.  You should be able to find the estimated probabilities of purchase on the “KNNC_ValidScore2” worksheet in the column headed “Prob. for 1 (success)” next to the column headed “Actual Class” which shows whether the customer made a purchase or not.

· Select and copy these two columns (from E7 to F1407), and paste them into the M and N columns.

· Select Data > Sort to sort the M and N columns in descending order using “Prob. for 1 (success)” in column N to sort on.

This enables calculation of the information needed for a Lift Chart for purchases for the Validation sample.

To turn in: Complete the following table using the results of the k-NN analysis with k=7:

	Cumulative offers sent
	0
	4
	42
	154
	157
	616
	631
	1400

	k-NN analysis with k=7
	0
	2
	
	
	
	
	
	122

	Simple random sample
	0
	0.3
	
	
	
	
	
	122


The non-zero numbers in the table represent the cumulative number of purchases when offers are sent to 4/42/154/157/616/631/1400 customers.  The first row consists of results for the k-NN analysis with k=7.  For example, of the 4 customers with the highest estimated purchase probability, 2 actually made a purchase.  The second row consists of expected results when sending out offers at random.  For example, we would expect (122/1400)*4 = 0.3 purchases if sending out 4 offers at random.  (You can go on to construct the Lift Chart for yourself, although there is no need to turn this in.)
5. Calculate the information needed for a Lift Chart for profit for the Validation sample.  Assume that it costs $0.50 to send an offer to a customer, and that Charles Book Club receives $6.00 for each copy of “The Art History of Florence” purchased.
To turn in: Complete the following table using the results of the k-NN analysis with k=7:

	Cumulative offers sent
	0
	4
	42
	154
	157
	616
	631
	1400

	k-NN analysis with k=7
	0
	10
	
	
	
	
	
	32

	Simple random sample
	0
	0.1
	
	
	
	
	
	32


The non-zero numbers in the table represent the total profit (in $) when offers are sent to 4/42/154/157/616/631/1400 customers.  The first row consists of results for the k-NN analysis with k=7 above, while the second row consists of expected results when sending out offers at random.  For example, we would expect profit of 2*6 – 4*0.5 = $10 if we only send out offers to the first 4 customers in the k-NN analysis with k=7.  Similarly, we would expect profit of (122/1400)*4*6 – 4*0.5 = $0.1 if sending out 4 offers at random.  If we send out offers to all 1400 customers we would expect our profit to be 122*6 – 1400*0.5 = $32.  (You can go on to construct the Lift Chart for yourself, although there is no need to turn this in.)
6. Do a k-Nearest Neighbors analysis with k=11, using the same 5 variables and instructions from part 1.  You should be able to find the estimated probabilities of purchase on the “KNNC_ValidScore3” worksheet in the column headed “Prob. for 1 (success)” next to the column headed “Actual Class” which shows whether the customer made a purchase or not.

· Select and copy these two columns (from E7 to F1407), and paste them into the M and N columns.

· Select Data > Sort to sort the M and N columns in descending order using “Prob. for 1 (success)” in column N to sort on.

This enables calculation of the information needed for a Lift Chart for purchases for the Validation sample.

To turn in: Complete the following table using the results of the k-NN analysis with k=11:

	Cumulative offers sent
	0
	8
	32
	99
	101
	317
	321
	322
	324
	814
	833
	834
	1400

	k-NN analysis with k=7
	0
	3
	
	
	
	
	
	
	
	
	
	
	122

	Simple random sample
	0
	0.7
	
	
	
	
	
	
	
	
	
	
	122


The non-zero numbers in the table represent the cumulative number of purchases when offers are sent to 8/32/99/101/317/321/322/324/814/833/834/1400 customers.  The first row consists of results for the k-NN analysis with k=11.  For example, of the 8 customers with the highest estimated purchase probability, 3 actually made a purchase.  The second row consists of expected results when sending out offers at random.  For example, we would expect (122/1400)*8 = 0.7 purchases if sending out 8 offers at random.  (You can go on to construct the Lift Chart for yourself, although there is no need to turn this in.)
7. Calculate the information needed for a Lift Chart for profit for the Validation sample.
To turn in: Complete the following table using the results of the k-NN analysis with k=11:

	Cumulative offers sent
	0
	8
	32
	99
	101
	317
	321
	322
	324
	814
	833
	834
	1400

	k-NN analysis with k=7
	0
	14
	
	
	
	
	
	
	
	
	
	
	32

	Simple random sample
	0
	0.2
	
	
	
	
	
	
	
	
	
	
	32


The non-zero numbers in the table represent the total profit (in $) when offers are sent to 8/32/99/101/317/321/322/324/814/833/834/1400 customers.  The first row consists of results for the k-NN analysis with k=11 above, while the second row consists of expected results when sending out offers at random.  For example, we would expect profit of 3*6 – 8*0.5 = $14 if we only send out offers to the first 8 customers in the k-NN analysis with k=11.  Similarly, we would expect profit of (122/1400)*8*6 – 8*0.5 = $0.2 if sending out 8 offers at random.  If we send out offers to all 1400 customers we would expect our profit to be 122*6 – 1400*0.5 = $32.  (You can go on to construct the Lift Chart for yourself, although there is no need to turn this in.)
8. (Nothing to turn in for this part, but it is worth reading because it summarizes our final conclusions for this case.)  Consider the following summary of the results of the analyses of the Charles Book Club Case in homework assignments 1, 4, and 7.  The maximum profit figures for each of the models are:

· RFM segmentation


validation sample profit = $81 with 462 offers sent

· Logistic regression

i. R/F/M variables only
validation sample profit = $106 with 532 offers sent

ii. All 15 predictors

validation sample profit = $175.5 with 489 offers sent

iii. Subset of 7 predictors
validation sample profit = $188 with 536 offers sent

· k-Nearest neighbors analysis

i. k=1



validation sample profit = $32 with 1400 offers sent

ii. k=7



validation sample profit = $70 with 616 offers sent

iii. k=11


validation sample profit = $69.5 with 317 offers sent

The total Charles Book Club database contains some 500,000 customers.  We should expect the best results using the logistic regression analysis on the subset of 7 predictors identified in homework 4.  According to the validation sample, we should target customers with probability of purchase > 0.0759 (of which there should be approximately (536/1400)*500,000 = 191,429), and can expect (188/1400)* 500,000 = $67,143 profit.  However, we picked this analysis because it performs best on the validation sample.  To get a more realistic appraisal of expected performance, we should apply the results to the test sample (which we have not used yet).  In the test sample, there are 311 out of 800 customers with probability of purchase > 0.0759.  Of these, 30 made a purchase, making for profit of 6*30 – 0.5*311 = $24.5.  Scaling this up to the full database, we can expect (24.5/800)* 500,000 = $15,313 profit.
